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ABSTRACT

In a synchronous queue, producers and consumers handshake to exchange data.
Recently, new scalable algorithms were introduced, and unfair synchronous
queues were added to the Java JDK 6.0 to support high performance thread
pools.
The work done in this thesis applies and enhances a recently introduced
method called flat-combining, to the problem of designing a synchronous queue
algorithm.
We first use the original flat-combining algorithm, a single “combiner” thread
acquires a global lock and services the other threads’ combined requests with
very low synchronization overheads. As we show, this single combiner approach
delivers superior performance up to a certain level of concurrency, but unfortunately does not continue to scale beyond that point.
In order to continue to deliver scalable performance as concurrency increases,
we introduce a new parallel flat-combining algorithm. The new algorithm dynamically adds additional concurrently executing flat-combiners that coordinate
their work. It enjoys the low coordination overheads of sequential flat combining, with the added scalability that comes with parallelism.
Our novel unfair synchronous queue using parallel flat combining exhibits
scalability beyond all previous algorithms, particularly that of the JDK 6.0 algorithm: it matches it in the case of a single producer and consumer, and is
superior throughout the concurrency range, delivering up to 11 (eleven) times
the throughput at high concurrency. We therefore believe it should be considered a viable candidate for replacing the current unfair synchronous queue
implementation in the JDK.
The work done in this thesis was accepted as a DISC 2010 paper.

1. INTRODUCTION

This paper presents a new highly scalable design of an unfair synchronous queue,
a fundamental concurrent data structure used in a variety of concurrent programming settings.
In many applications, one or more producer threads produce items to be
consumed by one or more consumer threads. These items may be jobs to perform, keystrokes to interpret, purchase orders to execute, or packets to decode.
As noted in [7], many applications require “poll” and “offer” operations which
take an item only if a producer is already present, or put an item only if a
consumer is already waiting (otherwise, these operations return an error). The
synchronous queue provides such a “pairing up” of items, without buffering;
it is entirely symmetric: Producers and consumers wait for one another, rendezvous, and leave in pairs. The term “unfair” refers to the fact that the queue
is actually a pool [3]: it does not impose an order on the servicing of requests,
and permits starvation. Previous synchronous queue algorithms were presented
by Hanson [1] and by Scherer, Lea and Scott [6, 7, 4]. A survey of past work on
synchronous queues can be found in [7].
New scalable implementations of synchronous queues were recently introduced by Scherer, Lea, and Scott [7] into the Java 6.0 JDK, available on more
than 10 million desktops. They showed that the unfair version of a synchronous
queue delivers scalable performance, both in general and when used to implement the JDK’s thread pools.
In a recent paper [2], we introduced a new synchronization paradigm called
flat combining (FC). At the core of flat combining is a low cost way to allow a
single “combiner” thread at a time to acquire a global lock on the data structure,
learn about all concurrent access requests by other threads, and then perform
their combined requests on the data structure. This technique has the dual
benefit of reducing the synchronization overhead on “hot” shared locations, and
at the same time reducing the overall cache invalidation traffic on the structure.
The effect of these reductions is so dramatic, that in a kind of “anti-Amdahl’slaw” effect, they outweigh the loss of parallelism caused by allowing only one
combiner thread at a time to manipulate the structure.
This thesis applies the flat-combining technique to the synchronous queue
implementation problem. We begin by presenting a scalable flat-combining
implementation of an unfair synchronous queue using the technique suggested
in [2]. As we show, this implementation outperforms the new Java 6.0 JDK
implementation at all concurrency levels (by a factor of 3 on a Sun Niagara
64 way multicore). However, it does not continue to scale beyond some point,
because in the end it is based on a single sequentially executing combiner thread
that executes the operations of all others.
Our next implementation, and the core result in this work, is a synchronous
queue based on parallel flat-combining, a new flat combining algorithm in which
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multiple instances of flat combining are executed in parallel in a coordinated
fashion. The parallel flat-combining algorithm spawns new instances of flatcombining dynamically as concurrency increases, and folds them as it decreases.
The key problem one faces in such a scheme is how to deal with imbalances:
in a synchronous queue one must “pair up” requests, without buffering the
imbalances that might occur. Our solution is a dynamic two level exchange
mechanism that manages to take care of imbalances with very little overhead, a
crucial property for making the algorithm work at both high and low load, and
at both even and uneven distributions. We note that a synchronous queue, in
particular a parallel one, requires a higher level of coordination from a combiner
than that of queues, stacks, or priority queues implemented in [2], which introduced flat combining. This is because the lack of buffering means there is no
“slack”: the combiner must actually match threads up before releasing them.
As we show, our parallel flat-combining implementation of an unfair synchronous queue outperforms the single combiner, continuing to improve with
the level of concurrency. On a Sun Niagara 64 way multicore, it reaches up to
11 times the throughput of the JDK implementation at 64 threads.

2. BACKGROUND

Recently, we see how ”multi-core” cpus start to dominate the computing market.
That is microprocessor chips with several separated CPUs integrated within
them. However, the current state of algorithms which take advantage of the
situation is still a problem. Data structures are the type of algorithms which
are affected by the situation, since they touch exactly the core of the problem synchronizing shared data between the different cpus running in parallel.
In many parallel data structure algorithms while performing synchronizing
the different cpus coherently, suffer from poor performance as the number of
participating cpus rise. This happens in the most basic data structures needed
for every application, such as Queues and Stacks [3].
When one looks into the problem, it seem that there are at least two reasons
for this:
• The creation of ”hotspots” - memory locations cpus constantly access and
synchronize through.
• High costs for atomic operations, the building blocks through which cpus
synchronize. Especially the ”Compare And Swap” (CAS) operation which
can fail.
The ”hotspot” phenomenon by itself causes many cache invalidations which
degrades overall performance. Also the combination of the two cause performance degradation as threads use costly operations in a hotspot - causing many
CAS failures and by that waste precious cycles.
The Lock Free Stack [3] implementation for example, has one such hotspot the stack head, where threads use CAS to replace the pointer for the stack top
item while pushing and popping items. The Lock Free Queue [3] implementation
has two of those - the queue’s head and the queue’s tail.
Flat Combining [2], has the following features to mitigate those problems:
• Reduce synchronization overhead on hotspots.
• Reduce the number of cache invalidations.
• Can parallelize many data structures algorithms which currently don’t
have a concurrent version, the same as coarse-locking, but adding an advantage in performance.
• Can add scalability for data structures for which cost of performing k
requests at once is lower than k requests performed sequentially.
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2.1 Flat Combining and motivation for Parallel Flat Combining
The new Flat Combining scheme works by introducing a single lock which essentially synchronize accesses to the the underlying data structure, and a helping mechanism through which the thread that has managed to acquire that
lock executes the operations for the other threads currently participating in
the data structure, while the other are waiting for results. The operations are
thus ”combined” by the lock-acquiring thread (the ”Combiner” thread). The
helping mechanism consists of a Publication List which is a singly linked list of
nodes, each one for a participating thread kept in the thread’s local storage and
used to communicate the thread’s needed operation to and get the operation’s
result from the combiner thread. The publication list grows as new nodes perform operations on the data structure and shrinks when they are expired after
a timeout.
The mechanism moves the usual hotspots in the data structure to the lock,
and by a negligible amount to the maintenance of the publication list. This
reduces considerably the amount of failed consensus-equivalent operations (e.g.
CAS) when using known mechanisms like TATAS (Test And Test And Set)
while trying to acquire the lock. Furthermore - since the data structure itself is
modified only by one thread at a time while the other threads poll on different
memory locations, the number of cache invalidation is reduced.
As with other previously known forms of combining, such as Combining
Trees [3] The increased parallelization flat combining is achieved, compared to
a regular coarse-locking scheme, by the reduction of fact threads can leave as
soon as their operation has been taken care even without capturing the lock
and by so achieving an average of less than 1 CAS per operation. Also in some
data structures it can utilize the benefit of having the operations cluster and
executed together instead of one-by-one.
A shortcoming of the aforementioned mechanism is that it only has one
combining thread at a time actually working on the structure and scanning the
publication list for operation requests so its throughput reaches a certain limit
and then start to decline as the number of threads increase by that extending
the publication list length and in data structures which cannot benefit from
batching requests - giving more requests for the combiner to deal with. This
can be seen clearly in the experimental results as well.
We claim that, at least in some data structures, this problem can be averted
by having several Combiners at the same time. That is several threads traveling
the Publication List’s nodes, picking up requests in a parallel way and cooperating between them to actually execute the requests. This way, the length of
the Publication list can stop being a factor since not one thread but many scan
it, and also if the underlying data structure requires little cooperation between
the threads then there is even more chance for scalability.
In further work we have used a real world data structure, called Synchronous
Queue, which seems like a good candidate to demonstrate how a more elaborate
version of the basic Flat Combining mechanism can indeed increase throughput
by having multiple Combiners.
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2.2 Synchronous Queues
The Synchronous Queue is a data structure used in real-world applications such
as passing tasks from one managing application thread to a pool of worker
threads, or a message passing mechanism in concurrent-aware languages.
Although definitions may vary to include more features, the basic data structure offers two operations - put operation in which a thread gives away the
task/message/etc, and a get operation in which the thread gets the object passed
through the queue from a thread that puts it there. A thread which invokes the
put operation is called a Producer thread, and one that invokes get is called a
Consumer thread. The difference from a classic Queue data stucture is that in
both circumstances, the thread blocks until its operation is complete. That is,
a Producer thread waits until the object it offered is taken from the structure,
and a Consumer thread waits until an object is available - The threads leave
the structure in Producer -Consumer pairs only. Because of these fully blocking
properties it is basically a data structure used only in concurrent environments
- there is no ”single threaded” version.
There are two types of Synchronous Queues - fair and unfair. The fair one
keeps order between arrivals of threads, which means that if a Consumer A
arrived before Consumer B and both are now blocking, whenever a new Producer thread arrives it will be paired with A. Symmetrically, order is preserved
between Producer threads. In an unfair Synchronous Queue order of arrival is
not important, and threads will pair up in no particular order. The unfair Synchronous Queue data structure is also sometimes named ”Producer/Consumer
Pool” - by that emphasizing the fact that order is unimportant.
A fair Synchronous Queue is suitable for message passing, where the order
of the messages might be important, and an unfair one is suitable for the worker
thread pool example, in which order is not important only the fact that the task
was received by some worker thread and is now being executed.
The simplest Synchronous Queue implementation consists of a lock for consumers threads and a lock for producers threads. The locks block all threads
except the consumer and producer which acquired them. The consumer and
producer couple which have acquired the locks - essentially the ones at the top
of the line, exchange data through a shared variable, after which the locks are
released.
Another implementation of Synchronous Queues was offered by Hanson [1].
In this implementation, two semaphores are being used to actually do the queueing and blocking of the producer threads and consumer threads, and another to
perform the actual match making between the first producer in line and the first
consumer which hold each of the queueing semaphores. The main difference is
that the first producer or first consumer are woken only when a transfer occurs,
instead of polling the variable.
The implementation of Synchronous Queues used at JDK 5.0 concurrency
package, is made of actual two serial queues or two serial stacks (depends if its
a fair or unfair version) - one for Producers and the other for Consumers, and a
global lock for synchronizing the accesses to them. Whenever a thread invokes,
for example, a put operation, the following steps are taken by the thread:
1. Acquire the lock
2. Check consumers queue, If non-empty go on to step 6
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3. Creates a node representing the current thread, put offered object in node
4. Push node into producers queue
5. Go to step 7
6. Put offered object in popped consumer node and mark it as used
7. Release lock
8. If node exists for current thread spin on node until it is marked as used
For a thread executing a get operation the steps are symmetric - producers
and consumers queues interchange and objects are taken from nodes instead of
having them put there.
A year ago, a new version of the Synchronous Queue was introduced by
Shearer, Lea, and Scott [7], and its implementation was incorporated into JDK
6.0 concurrency package. Unlike the previous implementations, this one is lockfree. This one works by acknowledging the fact that in the two-queue implementation, at least one of the them is always empty. And so the two coarse-locked
queues can be transformed into one lock-free queue (or stack, in the unfair version) which holds either producer threads nodes or consumer threads nodes but
never both - a dual queue. This is done by assigning a type to the nodes and
checking the queue does not hold the opposite kind of node before pushing a
new node atomically with a CAS operation, and popping a node atomically
only if the queue has an a node with opposite type. When pushing a node - the
thread just wait on it until its node is encountered by a matching thread. When
popping a node - the popping thread’s request is matched with the request of
the popped node’s thread. While it has been shown that the implementation of
this algorithm is superior to the previous lock-based scheme’s, it is clear it can
suffer from exactly the problems mentioned earlier since it inherits the problems
of underlying lock-free stack and queue data structures.
An even more recent version was presented by Afek, Korland, Natanzon and
Shavit [10]. This version reduce contention on the data structure similar to one
offered by Shavit and Touitou in [11]. This has the use of a diffraction tree [12]
for each type of operation, which has a shared elimination scheme [3] in the
nodes. A regular synchronous queue implementation is wrapped in such a way
that every type of request has a counting diffracting tree, through which the
requests flow. To reduce the amount of contention on the diffracting tree toggling bit, in each node of the tree requesting threads choose a slot randomly in
an array in which they wait a fixed amount of time before moving on down the
tree. When two complementary request rendezvous at such a slot, the ”elimination” occurs. the leaves of the trees contain instances of a standard synchronous
queue implementation. Because of the counting nature of diffracting trees, if
for example there were more put requests than get requests reaching the leaves,
the next get request will necessarily get to a leaf to which a past put request
already waits, and so the validity of the structure is guaranteed. The resulting structure have good performance compared to all of the implementations
mentioned before.
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2.3 Flat Combining in Synchronous Queues
The algorithm for integrating flat combining with unfair Synchronous Queues is
pretty straight forward - all the combiner thread needs to do is scan the publication list, and match up put requests with previously met get requests and vice
versa. As we’ve shown, this yields method pretty good results - up to a factor of
3 time better throughput than the results of the JDK 6.0 concurrency package
implementation, and also performs better than the Diffraction-Elimination.
However, one should notice that Synchronous Queue is essentially a data
structure which holds no actual persistent data independent from its threads
- only pending requests by the waiting threads. In an unfair one, even the
information about the order of the threads arrival is unimportant. This makes
it somewhat an ideal candidate for a Parallel Flat Combining scheme, since most
of the time - very little information needs be communicated between combiner
threads.
The next chapters will go in detail about the implementation of Synchronous
Queues using Flat Combining and Parallel Flat Combining.

3. SYNCHRONOUS QUEUES USING SINGLE-COMBINER
FLAT-COMBINING

In [2], we showed how given a sequential data structure D, one can design a flat
combining (henceforth FC) concurrent implementation of the structure. In this
section we outline this basic sequential flat combining algorithm and describe
how we use it to implement a synchronous queue.
As depicted in Figure 3.1, to implement a single instance of FC, a few structures are added to a sequential structure D: a global lock, a count of the number
of combining passes, and a pointer to the head of a publication list. The publication list is a list of thread-local records of a size proportional to the number
of threads that are concurrently accessing the shared object. Though one could
implement the list in an array, the dynamic publication list using thread local
pointers is necessary for a practical solution: because the number of potential
threads is unknown and typically much greater than the array size, using an
array one would have had to solve a renaming problem among the threads accessing it. This would imply a CAS per location, which would give us little
advantage over existing techniques.
Each thread t accessing the structure to perform an invocation of some
method m on the shared object executes the following sequence of steps. We
describe only the ones important for coordination so as to keep the presentation
as simple as possible. The following then is the single combiner algorithm for a
given thread executing a method m:
1. Write the invocation opcode and parameters (if any) of the method m to be
applied sequentially to the shared object in the request field of your thread
local publication record (no need to use a load-store memory barrier).
The request field will later be used to receive the response. If your thread
local publication record is marked as active continue to step 2, otherwise
continue to step 5.
2. Check if the global lock is taken. If so (another thread is an active combiner), spin on the request field waiting for a response to the invocation
(one can add a yield at this point to allow other threads on the same core
to run). Once in a while, while spinning, check if the lock is still taken
and that your record is active. If your record is inactive proceed to step
5. Once the response is available, reset the request field to null and return
the response.
3. If the lock is not taken, attempt to acquire it and become a combiner. If
you fail, return to spinning in step 2.
4. Otherwise, you hold the lock and are a combiner.
• Increment the combining pass count by one.
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by threads to head of list, and old ones are
removed by combiner

1

request

head

lock
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age/act

age/act

age/act

request
age/act

request
age/act

Thread B

Thread G

Thread A

Thread F

Thread C

publication list

3

thread acquires lock,
becomes combiner,
updates count

count

thread writes push or pop request and
spins on local record

request

9

combiner’s private
stack

combiner traverses list,
performs collecting requests
into stack and matching them to
other requests along the list

Fig. 3.1: A synchronized-queue using a single combiner flat-combining structure. Each
record in the publication list is local to a given thread. The thread writes
and spins on the request field in its record. Records not recently used are
once in a while removed by a combiner, forcing such threads to re-insert a
record into the publication list when they next access the structure.

• Traverse the publication list (our algorithm guarantees that this is
done in a wait-free manner) from the publication list head, combining
all non-null method call invocations, setting the age of each of these
records to the current count, applying the combined method calls to
the structure D, and returning responses to all the invocations.
• If the count is such that a cleanup needs to be performed, traverse
the publication list from the head. Starting from the second item (as
we explain below, we always leave the item pointed to by the head
in the list), remove from the publication list all records whose age is
much smaller than the current count. This is done by removing the
record and marking it as inactive.
• Release the lock.
5. If you have no thread local publication record allocate one, marked as
active. If you already have one marked as inactive, mark it as active.
Execute a store-load memory barrier. Proceed to insert the record into
the list with a successful CAS to the head. Then proceed to step 1.
Records are added using a CAS only to the head of the list, and so a simple
wait free traversal by the combiner is trivial to implement [3]. Thus, removal
will not require any synchronization as long as it is not performed on the record
pointed to from the head: the continuation of the list past this first record is
only ever changed by the thread holding the global lock. Note that the first
item is not an anchor or dummy record, we are simply not removing it. Once
a new record is inserted, if it is unused it will be removed, and even if no new
records are added, leaving it in the list will not affect performance.
The common case for a thread is that its record is active and some other
thread is the combiner, so it completes in step 2 after having only performed a
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store and a sequence of loads ending with a single cache miss. This is supported
by the empirical data presented later.
Our implementation of the FC mechanism allows us to provide the same
clean concurrent object-oriented interface as used in the Java concurrency package [5] and similar C++ libraries [9], and the same consistency guarantees. We
note that the Java concurrency package supports a time-out capability that allows operations awaiting a response to give up after a certain elapsed time. It
is straightforward to modify the push and pop operations we support in our implementation into dual operations and to add a time-out capability. However,
for the sake of brevity, we do not describe the implementation of these features
in this abstract.
To access the synchronous queue, a thread t posts the respective pair <PUSH,v>
or <POP,0> to its publication record and follows the FC algorithm. As seen in
Figure 3.1, to implement the synchronous queue, the combiner keeps a private
stack in which it records push and pop requests (and for each also the publication record of the thread that requested them). As the combiner traverses the
publication list, it compares each requested operation to the top operation in
the private stack. If the operations are complementary, the combiner provides
the requestor and the thread with the complementary operation with their appropriate responses, and releases them both. It then pops the operation from
the top of the stack, and continues to the next record in the publication list.
The stack can thus alternately hold a sequence of pushes or a sequence of pops,
but never a mix of both.
In short, during a single pass over the publication list, the combiner matches
up as best as possible all the push and pop pairs it encountered. The operations
remaining in the stack upon completion of the traversal are in a sense the
“overflow” requests of a certain type, that were not serviced during the current
combining round and will remain for the next.
In Section 5 a single instance of the single combiner FC algorithm is shown to
provide a synchronous queue with superior performance to the one in JDK6.0,
but it does not continue to scale beyond a certain number of threads. To
overcome this limitation, we now describe how to implement a parallel of the FC
paradigm using multiple concurrent instances of the single combiner algorithm.
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Fig. 3.2: A synchronized-queue based on parallel flat combining. There are two main
interconnected elements: the dynamic FC structure and the exchange FC
structure. As can be seen, there are three combiner sublists with approximately 4 records per sublist. Each of the combiners also has a record in the
exchanger FC structure.

count

4. PARALLEL FLAT COMBINING

In this section we provide a description of the parallel flat combining algorithm.
Detailed pseudo-code is deferred to the appendix.
We extend the single combiner algorithm to multiple parallel combiners in
the following way. We use two types of flat combining coordination structures,
depicted in Figure 3.2. The first is a dynamic FC structure that has the ability
to split the publication list into shorter sublists when its length passes a certain
threshold, and collapse publication sublists if they go below a certain threshold.
The second is an exchange single combiner FC structure that implements a
synchronous queue in which each request can involve a collection of several
push or pop requests.
Each of the multiple combiners that operate on sublists of the dynamic FC
structure may fail to match all its requests and be left with an “overflow” of
operations of the same type. The exchange FC structure is used for trying
to match these overflows. The key technical challenge of the new algorithm
is to allow coordination between the two levels of structures: multiple parallel
dynamically-created single combiner sublists, and the exchange structure that
deals with their overflows. Any significant overhead in this mechanism will
result in a performance deterioration that will make the scheme as a whole
work poorly.
Each record in the dynamic flat combining publication list is augmented with
a pointer to a special combiner node that contains the lock and other accounting
data associated with the sublist currently associated with the record; the request
itself is now also a separate request structure pointed to by the publication
record (these structural changes are not depicted in Figure 3.2). Initially there
is a single combiner node and the initial publication records are added to the
list starting with this node and point to it.
Each thread t performing an invocation of a push or a pop starts by accessing
the head of the dynamic FC publication list and executes the following sequence
of steps:
1. Write the invocation opcode of the operation and its parameters (if any) to
a newly created request structure. If your thread local publication record
is marked as active, continue to step 3., otherwise mark it as active and
continue to step 2.
2. Publication record is not in list: count the number of records in the sublist
pointed to by the currently first combining node in the dynamic FC structure. If less than the threshold (in our case 8, chosen statically based on
empirical testing), set the combiner pointer of your publication record to
this combining node, and try to CAS yourself into this sublist. Otherwise:
• Create a new combiner node, pointing to the currently first combiner
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node.
• Try to CAS the head pointer to point to the new combiner node.
Repeat the above steps until your record is in the list and then proceed
to step 3.
3. Check if the lock associated with the combiner node pointed at by your
publication record is taken. If so, proceed similarly to step 2. of the single
FC algorithm: spin on your request structure waiting for a response and,
once in while, check if the lock is still taken and that your publication
record is active. If your response is available, reset the request field to
null and return the response. If your record is inactive, mark it as active
and proceed to step 2; if the lock is not taken, try to capture it and, if
you succeed, proceed to step 4.
4. You are now a combiner in your sublist: run the combiner algorithm using
a local stack, matching pairs of requests in your sublist. If, after a few
rounds of combining, there are leftover requests in the stack that cannot be
matched, access the exchanger FC structure, creating a record pointing to
a list of excess request structures and add it to the exchanger’s publication
list using the single FC algorithm. The excess request structures are no
longer pointed at from the corresponding records of the dynamic FC list.
5. If you become a combiner in the exchanger FC structure, traverse the
exchanger publication list using the single combiner algorithm. However,
in this single combiner algorithm, each request record points to a list of
overflow requests placed by a combiner of some dynamic list, and so you
must either match (in case of having previously pushed counter-requests)
or push (in other cases) all items in each list before signaling that the
request is complete. This task is simplified by the fact that the requests
will always be all pushes or all pops (since otherwise they would have been
matched in the dynamic list and never posted to the exchange).
In our implementation we chose to split lists so that they contain approximately 8 threads each (in Figure 3.2 the threshold is 4). Making the lengths of
the sublists and thresholds vary dynamically could be made reactive, but is a
subject for further research.

4.1 The Exchange Object
The structure handling the left over requests of different sublist, which we called
the exchange, is in essence a complete data structure which is ”pluggable” into
the scheme and can be implemented in different ways.
In Parallel FC implementation of the synchronous queue, the exchange essentially has two operations:
• matchOrPush - Gets a list of requests of one type, match up as much as it
can with requests it already hold of the complementary type, and pushes
the rest onto an internal stack for matching with future requests. This is
essentially the method used by the Parallel FC combiners once they no
longer can match requests within their own sublist.
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• pickyPop - Pops requests from the internal stack if they match a given type
(either put or get). This is a method used in an optimization described in
section 4.3.
The most straight-forward type of exchange while using Parallel FC to wrap
an already-parallel data structure would be the data structure itself. For a
data structure which is scalable only at lower level of concurrency doing so
would presumably increase throughput since the amount of threads accessing
the original data structure would be divided by the length of the sublists used
in the Parallel FC implementation since only sublist combiner threads will do
the accessing.
The first tried Parallel FC implementation of the unfair synchronous queue
did just that - take a dual-stack in the fashion of the one used in [7] and use it
within the exchange to implement pickyPop by using a CAS to pop the head if
its of the right type, and matchOrPush by trying to CAS out the opposite kind
of item for matching a given request, or use a CAS to push the given request
into the stack if it doesn’t contain the opposite type.
As mentioned before, another type of possible exchange is one which is, by
itself, implemented using FC. Not to be confused with the Parallel FC scheme
it is used in, this is another complete FC scheme working separately - the
combiners of the ”lower FC” (or - Level 1 FC ) are invoking the ”upper FC”
methods (or - Level 2 FC ) and are contending on becoming the Level 2 FC
combiner thread. Instead of using thread-local nodes, the Level 2 FC uses Level
1 FC combiner-local nodes, but other than that, everything is very much the
same.
This implementation of the exchange shows the notion FC is in fact very
modular, and can be used separately for different parts of one data structure,
and so was chosen for presentation in our paper, even though though our implementation of it showed a small reduction in performance in some situations.
The results produced by those two exchanges, however, are a bit different,
and are discussed in chapter 5.

4.2 Correctness
Though there is no way to specify the “rendezvous” property of synchronous
queues using a sequential specification, we can prove that our implementation
is linearizable to the next closest thing, an object whose histories consist of a
sequence of pairs consisting of a push followed by a pop of the matching value
(i.e. push, pop, push, pop...). In a single-combiner algorithm, this is trivial
since the request list is traveled in a sequential way, and matching push and
pop request-duos by:
1. Clearing the requests from the list
2. Moving the pushed value to the popping thread’s return variable, which
also notifies the popping thread that the matching is done
3. Clearing the pushing thread’s value variable to notify matching is done
Without the loss of generality, we can assume every value pushed into the data
structure is unique. In any history, without assigning a return variable for the
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popping thread in phase 2 and clearing the value variable for a pushing thread
in phase 3 the respecting requests don’t return. Also there can’t be two pops
with a value from the same push or two pushes matched with the same pop
because requests are cleared from the list by the combiner thread which is the
only one reading it and clearing requests. Hence every finished push and pop
request have 1-1 relationship through the transferred value and any history is
equivalent to a the sequence of push-pop described above.
In the multiple-combiner algorithm, the ”matching by a single thread” invariant is conserved even though the push-pop requests are matched by different
threads simultaneously: push-pop requests duos are matched either by the combiner going over the sublist containing those requests which is exactly the same
situation as a single combiner, or in the exchange. Since the requests in the
exchange are already cleared from the list before they are sent, again there’s no
chance of a combiner referencing them when not dealing with the exchange, and
since the exchange uses single-combiner FC scheme, only one thread becomes
the combiner of the exchange and can do the matching between exchanged requests, which are again deleted from the exchange before doing the matching.
Therefore, again the 1-1 relationship is kept and the histories stay equivalent.
In terms of robustness, our flat combining implementation is as robust as
any global lock based data structure: in both cases a thread holding the lock
could be preempted, causing all others to wait. 1

4.3 Optimizations
There are a few optimizations implemented in the code versions which the benchmarks on the performance section show. These are presented here for the sake
of completeness.
4.3.1 Multiple combiner rounds
Once the lock is acquired by a thread and run through the publication list,
the list is likely to be present in the cache, and so it makes sense to do another
round to find new incoming requests and by so match even more requests before
letting go or passing the leftover requests to the exchange.
The number of combining rounds is subject to a few heuristics which were
found to work, mostly by trial and error. The final implementation of the synchronous queue FC, we use a maximum of 64 rounds, and stop before reaching
that number in the following cases:
• No new request was found in the current round.
• The whole publication list is filled with requests of the same type (either
all are put requests or all are get requests).
• Combiner thread’s request had been fulfilled.
1 On modern operating systems such as SolarisT M , one can use mechanisms such as the
schetdl command to control the quantum allocated to a combining thread, significantly reducing the chances of it being preempted.

4. Parallel Flat Combining

16

4.3.2 Parallel FC to Single FC fall back
In synchronous queue, the parallel FC implementation introduce a few overheads
on top of the Single FC one. For one, the leftover requests in parallel FC are
detached from the publication list and are sent into the exchange, where in the
single combiner FC they are just left there for the next scan. That particular
overhead is responsible for an unnecessary performance hit parallel FC in the
case of a single sublist. An optimization was introduced into the code to mitigate
the problem by counting the number of current sublists, and acting like a single
FC whenever it has the value of one. The number of sublists do not change a lot,
so managing the count through a global counter does not degrade performance.
However, the single-sublist combiner cannot act exactly like the combiner in
a true single FC implementation, because if there was another sublist which
was erased, there could be still requests in the exchange. To solve this, the
exchange interface was altered to include a method called pickyPop, which pops
requests from the exchange only if it has the right type (hence the word ”picky”).
So, when a sublist combiner thread finishes scanning its sublist, it follows the
algorithm presented in figure 4.1.
i f ( n u m r e q u e s t s l e f t o v e r s == 0 )
return ;
i f ( su b list s n u m > 1)
{
r e q u e s t s = g e t and d e t a c h r e q u e s t s from s u b l i s t ;
ex change . matchOrPush ( r e q u e s t s ) ;
}
else
{
// A l l l e f t o v e r s must have same t y p e − o t h e r w i s e
// t h e y would be e l i m i n a t e d
l e f t o v e r s t y p e = ty pe ( l e f t o v e r s [ 0 ] ) ;
f o r ( i = 0 ; i < n u m r e q u e s t s l e f t o v e r s ; i ++)
{
// t r y t o pop a node whi ch i s complementary
// t o t h e t y p e o f t h e l e f t o v e r s
item = ex change . pickyPop ( ! l e f t o v e r s t y p e ) ;
i f ( item == n u l l )
{
// no more u s e f u l i t e m s i n e x c h a n g e
break ;
}
match ( item , l e f t o v e r s [ i ] ) ;
}

}

Fig. 4.1: Optimization algorithm used by combiners on Parallel FC Synchronous
Queues after scanning their sublists

One should notice, that the sublists num variable might change during the
following operations, however because the exchange is a parallel data structure,
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this does not pose a problem in any case:
• If it goes down to 1 after it was greater than 1, then requests will be pushed
into the exchange even though the combiner pushing them there is actually
the only one left, but then get popped the next time the combiner finishes
scanning the publication sublist and reads sublists num.
• If it goes up from 1 after it was 1, then requests will be popped while
others are potentially pushed by other combiners, however this also does
not pose a problem since request order is non-important. Again in the next
round sublists num is read again, and this time previous round’s requests
will get into the exchange through matchOrPush.

5. PERFORMANCE EVALUATION

For our experiments we used two machines. The first is a 64-way Niagara
multicore machine with 8 cores that multiplex 8 hardware threads each, and
share an on chip L2 cache. The second is an Intel Nehalem processor with 4
cores that each multiplex 2 hardware threads. We ran benchmarks in Java using
the Java 6.0 JDK.
Our empirical evaluation is based on comparing the relative performance
of our new flat combining implementations to the most effectively used synchronous queue implementation, the current Java 6.0 JDK java.concurr.util
implementation of the unfair synchronous queue. This algorithm, due to Scherer,
Lea, and Scott [7], was recently added to Java 6.0 and was reported to provide a
three fold improvement over the Java 5.0 unfair synchronous queue implementation. We also included the comparison to a prototype of the latest contender
- The Elimination-Diffracting tree [10] (henceforth called ED-Tree), recently introduced by Afek et al., which is a distributed data structure that can be viewed
as a combination of an elimination-tree [11] and a diffracting-tree [12]. ED-Trees
are randomized data-structures that distribute concurrent thread requests onto
the nodes of a binary tree consisting of balancers (see [12]).
The JDK version must provide the option to park a thread (i.e. context
switch it out) while it waits for its chance to rendezvous in the queue. A park
operation is costly and involves a system call. This, as our graphs show, hurts
the JDK algorithm’s performance. To make it clear that the performance we
obtain relative to the JDK synchronous queue is not a result of the park calls,
we implemented a version of the JDK algorithm with the parks neutralized, and
use it in our comparison.
We compared the contending algorithms to two versions of flat combining
based synchronous queues, an FC synchronous queue using a single FC mechanism (denoted in the graphs as FC single), and our dynamic parallel version
denoted as FC parallel. The FC parallel threshold was set to spawn a new
combiner sublist for every 8 new threads.

5.1 Producer-Consumer Benchmarks
Our first benchmark, whose results are presented in Figure 5.1, is similar to the
one in [7]. Producer and consumer threads continuously push and pop items
from the queues. In the N:N throughput graph, one can clearly see that both
of the FC implementations outperform JDK’s algorithm even with the park
operations removed. Henceforth we will no longer refer to the version with
parks. As can be seen, the FC single version exceeds the JDK’s throughput
by almost 80% at 16 threads, and remains better than the JDK throughout.
However, because there is only a single combiner, it does not continue to scale
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Fig. 5.1: A Synchronous Queue Benchmark with N consumers and N producers. The
graphs show throughput, average CAS failures, average CAS successes, and
L2 cache misses (all but the throughput are logarithmic and per operation).
We show the throughput graphs for the JDK6.0 algorithm with parks, to
make it clear that removing the parks helps performance in this benchmark.
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beyond 8 threads. On the other hand, the FC parallel version is the same as
the JDK up to 4 threads, and from 8 threads and onwards it continues to scale,
reaching peak performance at 64 threads, where it is about 11 times faster than
the JDK.
The explanation for the performance becomes clear when one examines the
other three graphs in Figure 5.1. The number of both successful and failed
CASes in the FC algorithms are orders of magnitude lower (the scale is logarithmic) than in the JDK, as is the number of L2 cache misses. The gap
between the FC parallel and the FC single and JDK continues to grow as its
overall cache miss levels remain the same while theirs grow, and its CAS levels
remain an order of magnitude smaller then theirs as parallelism increases. The
low cache miss rates of the FC parallel when compared to FC single can be attributed to the fact that the combining list is divided and thus shorter, having
a better chance of staying in cache. This is another explaination why the FC
parallel algorithm continues to improve while the others slowly deteriorate as
concurrency increases. At the highest concurrency levels, however, FC parallel’s
throughput also starts to decline, since the cost incurred by a combiner thread
that accesses the exchange increases as more combiner threads contend for it.
Since the ED-Tree algorithm is based on a static tree (that is, a tree whose
size is proportional to the number of threads sharing the implementation rather
than the number of threads that actually participate in the execution), it incurs significant overheads and has the worst performance among all evaluated
algorithms in low concurrency levels. However, for larger numbers of threads,
the high parallelism and low contention provided by the ED-Tree allow it to
significantly scale up to 16 threads, and to sustain (and even slightly improve)
its peak performance in higher concurrency levels. Starting from 16 threads and
on, the performance of the ED-Tree exceeds that of the JDK and it is almost
5-fold faster than the JDK for 64 threads.
Both FC algorithms are superior to the ED-Tree in all concurrency levels.
Since ED-Tree is highly parallel, the gap between its performance and that of
FC-single decreases as concurrency increases, and at 64 threads their performance is almost the same. The FC-parallel implementation, on the other hand,
outperforms the ED-Tree implementation by a wide margin in all concurrency
levels and provides almost three times the throughput at 48 threads.
Also here, the performance differences becomes clearer when we examine
CAS and cache miss statistics (see Figure 5.1). Similarly to the JDK, the EDTree algorithm performs a relatively high number of successful CAS operations
but, since its operations are spatially spread across the nodes of the tree, it
incurs a much smaller number of failed CAS operations. The number of cache
misses it incurs is close to that of FC-single implementation, yet is about 10-fold
higher than FC-parallel implementation at high concurrency levels.
Figure 5.2 shows the throughput on the Intel Nehalem architecture. As can
be seen, the behavior is similar to that on SPARC up to 8 threads (recall that
the Nehalem has 8 hardware threads): the FC-single algorithm performs better
than the FC-parallel, and both FC algorithms significantly outperform the JDK
and ED-Tree algorithms. The cache miss and CAS rate graphs, not shown for
lack of space, provide a similar picture.
Our next benchmark, in Figure 5.3, has a single producer and multiple consumers. This is not a typical use of a synchronous queue since there is much
waiting and little possibility to synchronize. But it is a good stress test in-
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Fig. 5.2: Synchronous Queue throughput on the Nehalem architecture.

Fig. 5.3: Concurrent Synchronous Queue implementations with N consumers and 1
producer configuration: throughput, average CAS failures, average CAS successes, and L2 cache misses (all but throughput are logarithmic and per
operation).
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troduced in [7]. In the throughput graph in Figure 5.3, one can see that the
imbalance in the single producer test stresses the FC algorithms, making the
performance of the FC parallel algorithm more or less the same as that of the
JDK. However, we find it encouraging that an algorithm that can deliver up to
11 times the performance of the JDK in the balanced case, delivers comparable
performance when there is a great imbalance among producers and consumers.
What is the explanation for this behavior? In this benchmark there is a
fundamental lack of parallelism even as the number of threads grows: in all
of the algorithms, all of the threads but 2 - the producer and its previously
matched consumer – cannot make progress. Recall that FC wins by having a
single low overhead pass over the list service multiple threads. With this in mind,
consider that in the single FC case, for every time a lock is acquired, about two
requests are answered, and yet all the threads are continuously polling the lock.
This explains the high cache invalidation rates, which together with a longer
publication list traversed each time, explains why the single FC throughput
deteriorates.
For the parallel FC algorithm, we notice that its failed CAS and cache miss
rates are quite similar to those of the JDK. The parallel FC algorithm keeps
cache misses and failed CAS rates lower than the single FC because threads are
distributed over multiple locks and after failing as a combiner a thread goes to
the exchange. In most lists no combining takes place, and requests are matched
at the exchange level (an indication of this is the successful CAS rate which is
close to 1), not in the lists. Combiners accessing the exchange take longer to
release their list ownership locks, and therefore cause other threads less cache
misses and failed CAS operations. The exchange itself is again a single combiner
situation (only accessed by a fraction of the participating threads) and thus with
less overhead. The result is a performance very similar to that of the JDK.
Figure 5.2 shows similar behavior on the Nahelem architecture. Though we
do not present them, the cache miss and CAS rate graphs provide a similar
picture although not as interesting because the Nahelem has only 8 cores.

5.2 Performance as Arrival Rates Change

Fig. 5.4: Decreasing request arrival rate on Nehalem and Niagara.

In earlier benchmarks, the data structures were tested at very high arrival

5. Performance Evaluation

23

rates. These rates are common to some uses of concurrent data structures, but
not to all.
Figure 5.4 shows the change in throughput of the various algorithms as the
method call arrival rates change when running on 64 threads on SPARC, or 8
threads on Intel. In this benchmark, we inject a “work” period between calls
a thread makes to the queue. The work consists of a loop which is measured
to take a specific amount of time. As can be seen, as the request arrival rate
decreases (the ”work time” increases), the relative performance advantage of
the FC algorithm decreases, while all other methods mostly remain unchanged.
However, on SPARC at all work levels, both FC implementations perform better
or the same as the JDK, and on Nehalem they converge to a point with JDK
winning slightly over the FC parallel algorithm. 1

Fig. 5.5: Performance with bursty behavior.

Another test shown in figure 5.5 is the burst test in which a longer ”work period” is injected for every 50 operations. This causes the nodes on the combining
lists to be removed occasionally thus putting more stress onto the combining
allocation algorithm. Again this slows down the FC algorithms, but, as can be
seen, they still perform well. Here also, the Diffraction-Elimination algorithm
seem to work well with the work added, especially when thread number goes up
(can be shown on SPARC only).

5.3 The Pitfalls of the Parallel Flat Combining Algorithm
The algorithmic process used to create the parallel combining lists is another
issue that needs further inspection.
Since the exchange shared by all sublists is at its core a simple flat combining
algorithm, its performance relies on the fact that on average not many of the
requests are directed to it because of an imbalance in the types of operations on
the various sublists. This raises the question of what happens at the best case when every combiner enjoys an equal number of producers and consumers, and
the worst case - in which each combiner is unfortunate enough to continuously
have requests of the same type.
1 Due to the different speeds of the SPARC and INTEL machines, different “work periods”
were required in the tests on the two machines in order to demonstrate the effect of bursty
workloads.
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Figure 5.6 compares runs in which the combining lists are prearranged for
the worst and best cases prior to execution.As can be seen, the worst case
scenario performance is considerately poor compared to the average and optimal
ones. On cases were the number of combiners is even (16, 32, 48, 64 threads),
performance solely relies on the exchange, and at one point it is worse than JDK
- this might be because of the overhead introduced by the parallel FC algorithm
prior to the exchange algorithm. When the number of combiners is odd, there’s
a combiner which has both consumers and producers and that explains the gain
in performance at 8, 24, 40, and 56 threads when compared to their successors,
resulting in this ”saw” like pattern.
Not surprisingly, the regular run (denoted as ”average”) is much closer to
the optimum.

Fig. 5.6: Worst case vs Optimum Distribution of Producers and Consumers.

5.4 Lock Free Stack Exchange vs. FC Exchange
Figure 5.7 shows comparison between Parallel FC Synchronous Queues, for N
producers and N consumers scenarios. The first is a regular scenario in which
threads insert themselves, the other is a ”worst-case” scenario like the one described in the previous section. The comparison is interesting because it actually
puts a stress on the exchange. The result we get is that for the most part - the
exchanges deliver pretty much the same performance.
Figure 5.8 shows another comparison between the two exchanges, this time
with 1 producer and N consumers. This time, the lockfree stack based exchange
shows clear advantage of the the FC one. This make sense, because number of
requests is kept pretty low, and mostly all are going through the exchange, so
the level of contention in the lockfree stack is low enough to make overheads
introduced in FC to be costly.
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Fig. 5.7: Comparison between FC Exchange and the Stack Exchange, in the normal
”average” case and the Parallel FC worst-case, when producers and consumers cluster together in the publication list to single-request-type sublists

Fig. 5.8: Comparison between FC Exchange and the Stack Exchange with 1 Producer
and N Consumers
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5.5 Summary
Our benchmarks show that the parallel flat-combining synchronous queue algorithm has the potential to deliver scalability beyond that achievable using fastest
prior algorithms, suggesting that it could possibly provide a viable alternative
to the ones in the JDK. We hope to test them in the context of thread-pools
and other applications in the near future.

6. CONCLUSIONS

We presented a new parallel flat combining algorithm and used it to implement
synchronous queues. We believe that, apart from providing a highly scalable
implementation of a fundamental data structure, our algorithm is an example of
the potential for using multiple instances of flat combining in a data structure
to allow continued scaling of the overhead-reducing properties provided by the
flat combining technique.
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APPENDIX

A. PSEUDO-CODE

Algorithm 1: Parallel Flat Combining
1 enum {PUSH, POP} opcodeT
2 struct {boolean pending=false, opcodeT opcode, int arg, int response}
RequestT
3 struct {int lock =0, void* next, boolean active=true } CombNodeT
4 struct {boolean active=false, RequestT * request, CombNodeT *
combNode, void* next } PubRecT
5 global combNodeT pubListHead
6 global ExchangeT exchanger
7 local PubRectT pubRec
8 local Stack of RequestT localStack
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23

procedure ApplyOp(opcodeT opcode, int arg){
RequestT r ← new RequestT
*r ← < true, opcode, arg, 0 >
pubRec.response ← r
repeat
if ¬pubRec.active then
Activate()
CombNodeT * c ← pubRec.combNode
await (¬r.pending ∨ (c.lock =0) ∨ ¬pubRec.active)
if ¬r.pending then
return r.response
else if c.lock=0 then
if c.lock.testAndSet()=0 then
if r.active then
Combiner (c)
c.lock ← 0

24
25
26

forever
}

In this appendix, we provide detailed pseudo-code of our parallel flat combining algorithm for synchronous queues. Algorithm 1 lists the pseudo-code of
the main procedure, ApplyOp, which is called by threads to apply operations
on the queue.
The RequestT structure (line 2) is used by a thread t to request a combiner
thread (possibly t itself) to apply an operation on the queue on behalf of t. It
consists of the opcode and argument (relevant only for push operations) of the
operation, of a response field storing the popped value in case of a pop operation
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(not used in case of a push operation)1 , and of a pending flag, initialized to false
and set to true once the operation has been performed.
The PubRecT structure (line 4) represents a publication record, which a
thread must link to the publication list in order for its operation to be performed.
It consists of an active flag (initialized to false when the record is first created
upon thread initialization), of a pointer to a request structure, of a pointer
combNode, pointing to the combiner node to whose sublist this record currently
belongs, and of a next pointer pointing to the next structure in the publication
list.
To apply an operation, a thread t first creates and initializes a new request
structure and points to it from its publication record (lines 10–12). It then
iterates in the repeat-forever loop of lines 13–25 until its operation is performed.
We now describe this loop in more detail.
If t’s publication record is inactive (line 14), then t has to mark it as active
and chain it into a sublist. This is done by calling the Activate procedure
(line 15), presented in Algorithm 2 and described shortly. Next, thread t busywaits until either one of the following conditions is satisfied (line 17): (1) t’s
operation has been performed, (2) the lock protecting the sublist to which t’s
publication record currently belongs is free, or (3) t’s publication record became
inactive again.2 If t’s operation has been performed (as indicated by the pending
flag of its request structure), then t returns with the corresponding response
(lines 18–19). Otherwise, if the lock associated with its current sublist is free, t
tries to capture it; if it succeeds, t checks if its publication record is still active,
and if so calls the Combiner procedure (presented in Algorithm 3 and described
shortly), as it now becomes a combiner thread (lines 20–23). The Combiner
procedure returns only after t’s request is performed; this will be identified in
the following iteration of the repeat-forever loop.
The only other reason for exiting the busy-wait loop of line 17 is that t’s
publication record is, once again, inactive. This may occur if t’s operation could
not have been performed for a long time. In this case, t starts another iteration
of the loop. This is also the case if the lock is acquired but t’s publication record
became inactive between the time when it exited the busy-wait loop and the
time when it acquired the lock (a more detailed explanation of this possible race
condition follows shortly).
The Activate procedure:
For presentation simplicity, we assume dynamic scoping in the following description of the Activate and Combiner procedures. In other words, we assume
that these procedures may access all variables defined in the ApllyOp procedure
which calls them.
The Activate procedure is called at line 15 when a thread discovers that
its publication record is inactive and, hence, is not linked to any publication
sublist. The key task of the Activate procedure is to link t’s publication record
to a sublist. Thread t always tries to link its record to the first sublist.
1 For presentation simplicity, we assume that the values stored in the queue are integers
but in general they may be of any type.
2 This is a simplification of the actual code we use, since, if the lock is busy, t actually
busy-waits on its request structure and only reads the lock and the pending flag once in a
while.
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First, t sets the active flag of its record (line 28). Thread t then iterates in
the repeat-forever loop of lines 29–46 until it manages to link its publication
record to the first sublist. We now describe this loop in more detail.
In each loop iteration, t first reads (in line 30) the dynamic publication list
head pubListHead (defined in line 5), which is a pointer to the combining node
of the first publication sublist (see Figure 3.2). It then reads a pointer to the
first publication record of this sublist (line 31). Next, t counts the length of the
first publication sublist by traversing it starting from its combining node until
it reaches either the end of the dynamic publication list or the combining node
of a following sublist (lines 32–36).
If the number of nodes in the first sublist exceeds a threshold3 (line 37),
t tries to add a new sublist at the beginning of the dynamic publication list.
It does so by creating a new combiner node, pointing to the currently first
combining node, and by trying to swap the publication list head to point to the
new combiner node, using a CAS operation (lines 38–40). After performing the
CAS operation, t proceed to the next iteration and will check whether the new
sublist has room for its publication record. Notice that there is no need for t to
check the outcome of the CAS operation: if the CAS by t fails, then it must be
that another concurrently executing thread managed to add a new sublist.
If there is room in the first sublist, t tries to link its publication record as
the first node in this sublist by using CAS and, if it succeeds, returns from the
Activate procedure (lines 42–45). If t fails,it continues to the next iteration.
Algorithm 2: Parallel Flat Combining: Publication List Node Activation
27 procedure Activate(PubRecT node){
28 pubRec.active ← true
29 repeat
30
CombNodeT curListHead ← pubListHead
31
PubRecT firstPubRec ← sublistHead.next
32
cursor ← firstPubRec
33
int nodeCount =0
34
while cursor6=null ∧ cursor is of type PubRecT do
35
nodeCount +=1
36
cursor =cursor.next
37
38
39
40
41
42
43
44
45
46
47

3

if nodeCount ≥ MAX COMBINER NODES then
CombNodeT newListHead ← new CombNodeT
newListHead.next =curListHead
pubListHead.comparetAndSet (curListHead, newListHead )
else
pubRec.next ← firstPubRec
pubRec.combNode ← curListHead
if pubListHead.next.compareAndSet(firstPubRec, pubRec) then
return
forever
}
As mentioned before, we use a threshold of 8.
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The Combiner procedure:
Thread t calls the Combine procedure after it succeeds in capturing the lock
of its sublist (in line 21) and verifies after that that its publication record is
still active (line 22). This latter check guarantees that t’s publication record
remains active and linked to its sublist as long as t continues to hold the sublist
lock.
Thread t conducts the sublist scanning process in (typically) several scanning rounds (lines 49–68). It does at most MAX COMBINER ROUNDS such
rounds, but may perform less rounds if the ShouldQuit procedure, called at the
end of each round, returns true (lines 67–68). Our current implementation of
the ShouldQuit procedure (whose straightforward code is not shown) returns
true if the number of new request records found in the last round is below some
threshold but alternative heuristics are also possible.
Each scanning round proceeds until the scan either reaches the end of the
dynamic publication list or reaches a combiner node that is not marked for
deletion (line 49). The Combine procedure uses the localStack data-structure,
in which thread t stores the surplus (if any) of the operations on the synchronous
queue it found during its scan that could not be matched. Technically, localStack
stores pointers to the publication records of these operations, which are always
of the same type, and so it can copy the request structures reference and then
putting a null in them without performing another scan on the combiner list.
Before starting a scanning round, t initializes localStack in line 50.
If the next record is a combiner node marked for deletion (indicated by a
reset active field; marking a node for deletion is done later in this procedure
and described shortly) or an empty publication record that was not used for a
long time (line 54), then the record is removed from the dynamic publication
list (lines 55–57). Note that unlinking a combiner node effectively merges two
sublists into a longer list.
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Algorithm 3: Parallel Flat Combining: Combining
48 procedure Combiner (CombNodeT subListHead ){
49 for MAX COMBINER ROUNDS rounds do
50
localStack.purge() ;
51
cursor ← subListHead
52
nodeCount ← 0
53
while cursor.next6=null ∧ (cursor.next is of type PubRecT ∨
¬cursor.next.active) do
54
if (cursor.next is of type CombNodeT ∧ ¬cursor.next.active) ∨
(cursor.next.request=null ∧ Aged(cursor.next) ∧
subListHead6=cursor) then
55
tmp ← cursor.next
56
cursor.next ← cursor.next.next
57
tmp.active ← false
58
else
59
r ← cursor.next.request
60
if r 6= null then
61
if localStack.top.request and r may be paired up then
62
pair up r and localStack.top.request, reset respective
pending fields
63
else
64
localStack.push(cursor.next )
nodeCount ← nodeCount +1
cursor ← cursor.next

65
66

if shouldQuit() then
break

67
68
69
70
71
72
73
74
75
76
77
78

if ¬localStack.isEmpty() then
requests ← localStack requests
Detach all the request structures in localStack from their respective
publication records
exchanger.pushOrMatch(requests)
if (subListHead6=pubListHead) ∧ (nodeCount ≤
MIN COMBINER NODES ) then
tmpListPointer ← subListHead.next
subListHead.next ← cursor.next
reset the active flag of all publication records in tmpListPointer ’s
sublist
subListHead.active ← false
}

If the next publication record is active and linked to a request record (line 60;
request records may be un-linked from their publication records later in the
procedure, this is described shortly), denoted r, then r’s type is checked: if it is
of a different type than that of the request records in the local stack (line 61;
recall that the request records in localStack are invariably of the same type),
then the topmost request structure of localStack is popped and paired-up with r
(line 62). Pairing up also resets the pending flags of both structures to indicate
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to the corresponding waiting threads that their operations were performed. If
r is of the same type as the request records in localStack and hence cannot be
paired-up with any of them, it is pushed into localStack (line 64). The number
of active sublist publication records found during the current scanning round
is counted (lines 52 and 65) and used at the end of the Combine procedure to
determine whether the sublist is too short, as we describe soon.
After completing the last round, t checks there is a surplus of unpaired
operations in localStack (line 69). If there is a surplus, then t has to apply a
pushOrMatch operation on the exchanger object in order to try and pair-up
these requests with requests of the opposite type (line 72); such requests may
have been added to the exchanger object by other combiners. The exchanger
object is a single-combiner flat-combining object (hence its code is now shown).
The pushOrMatch operation supported by the exchanger object receives as its
argument a set of synchronous-queue operations of the same type. An exchanger
combiner thread scans the (single) exchanger list and pairs-up as many request
pairs as possible. Before calling the pushOrMatch operation, t detaches all
the requests structures passed as its argument from their respective publication
record structures by setting their request pointer to null (line 71). This is done
because the operations represented by these request structures can now only be
performed by FC on the exchanger object.
Before exiting the Combine procedure, t checks whether its sublist should
be merged with the sublist that precedes it (line 73. Observe that this is never
done for the first sublist). If this is the case, then t removes all the publication
records of its sublist from the dynamic publication list (lines 74, 75), marks
them as inactive (line 76), and finally marks the sublist’s combiner node for
deletion (line 77). The marked combiner node will be actually removed from
the dynamic publication list upon the next scan of the preceding publication
sublist.

